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Abstract
The research project considers an infinite horizon discounted

dynamic programming problem with finite state and control

space under partial observability. These problems are hard due

to the curse of dimensionality. The work uses a policy iteration

(PI) algorithm for learning a rollout policy with multi-step

lookahead, truncated rollout, and terminal cost function

approximation while exploiting distributed computation. The

future work aims to use aggregation to further reduce the state

space and complexity of the problem and explore the efficacy

of different neural network architectures as approximators.

These methods have been applied in simulation to a class of

pipeline and search and rescue problems.

Problem Formulation

• Consider a partially observable, α-discounted Markov

decision problem, where the goal is to optimize repair of a

partially observed damaged pipeline.

• Underlying system state, i = (x, f1, f2, …, fN), where N is the

number of segments in the pipeline, x ∈ {1, · · · , N} is the

current location of the agent, and fj ∈ {0 · · · 4} ∀ j ∈ [1, N]
is the segment’s damage level.

• We denote by pij(u) the transition probability from i to j

under u ∈ U.
• Belief state b = (b(1), . . . , b(n)), where b(i) is the

conditional probability that the state is i, given all the

observations and controls up to the current time and there is

a feature state y that subsumes the belief state b.
• Control space U = {go left, go right, fix damage}

• The damage status z(x) of the current position x is observed

exactly.

• Expected stage cost at i, g(i, u) depends on the damage level

of each pipeline segment.

• F(y, u, z) is the next belief state after applying action u and

observing z on current feature y:

• A one-step lookahead scheme yields the suboptimal policy ̃μ

given by

• Damage level of each segment of the pipeline becomes

progressively worse according to a Markov chain.

Approach

• We use limited lookahead in combination with truncated

rollout to obtain an approximation to J* and a

corresponding suboptimal policy.

Approximate Policy Iteration (API): We apply rollout as a

one-step policy improvement and use the PI to perform

multiple policy improvements, using at each iteration the

current policy as the base policy, and the next policy as the

corresponding rollout policy.

There are two variants:

• Approximate rollout and PI with truncation (API-T)

• Approximate rollout and PI with no truncation (API-NT)

Partitioned Architecture (pAPI-T and pAPI-NT): We also 

partitioned the feature space and trained the policy network in 

a distributed way thus leveraging parallel processing. The 

resulting algorithm is named partitioned approximate rollout 

and PI (pAPI).

Results
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Performance:

Ablation and Comparison Study:

Fig 1: Markov chain for the damage level of each location of the pipeline.

Fig 2: Approximate PI scheme based on rollout and approximation in policy space.

Fig 5: Performance comparison of API, where pAPI-T and pAPI-NT use 
partitioning, with and without truncation respectively.

Fig 3: Partitioned architecture for rollout and approximate PI. For 
truncated rollout, we may employ terminal cost approximation using a 
value network.

Fig 4: 1-step lookahead performance bound of rollout and terminal cost 
approximation using idealized pipeline model

Fig 6: (a) Ablation study demonstrating performance contributions of the 
different components of our methodology. (b) Comparison of our methods to 
DESPOT and POMCP


